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Given two tables, A and B, we can form their product, written A TIMES B or A x B, in much the same way as we formed the Cartesian product of sets in Section 4.3.2.  A x B is a table formed by concatenating all rows of A with all rows of B.  Its columns are the columns of A followed by the columns of B, and its width is the width of A plus the width of B. It can be produced in several ways.  One method is to use a “nested loop” algorithm.  We start with the first row of A, combine it with the first row of B, then with the second row of B, and so forth, until all combinations of the first row of A with all rows of B have been formed.  Then the procedure is repeated for the second row of A, then the third row, and so forth.  If A has x rows and B has y rows, then A TIMES B, written A x B, has x*y rows.     
	Suppose we form the product of Student and Enroll, written Student x Enroll.  This table will have 7 columns, but two of them will be called stuId.  To distinguish these two, we use the qualified names from the original tables, Student.stuId and Enroll.stuId.  The product, which has 63 rows, is shown in Figure 4.5










	
tudent X Enroll

	Student.stuId
	lastname
	fristName
	major
	Enroll.stuId
	classNumber
	grade

	S1001
	Smith
	Tom
	History
	S1002
	ART103A
	D

	S1001
	Smith
	Tom
	History
	S1002
	MTH103C
	B

	S1001
	Smith
	Tom
	History
	S1010
	ART103A
	

	S1001
	Smith
	Tom
	History
	S1020
	MTH101B
	A

	S1001
	Smith
	Tom
	History
	S1001
	HST205A
	C

	S1001
	Smith
	Tom
	History
	S1002
	CSC201A
	F

	S1001
	Smith
	Tom
	History
	S1010
	MTH103C
	

	S1001
	Smith
	Tom
	History
	S1001
	ART103A
	A

	S1001
	Smith
	Tom
	History
	S1020
	CSC201A
	B

	S1002
	Chin
	Ann
	Math
	S1002
	MTH103C
	B

	S1002
	Chin
	Ann
	Math
	S1010
	ART103A
	

	S1002
	Chin
	Ann
	Math
	S1002
	CSC201A
	F

	S1002
	Chin
	Ann
	Math
	S1010
	MTH103C
	

	S1002
	Chin
	Ann
	Math
	S1002
	ART103A
	D

	S1002
	Chin
	Ann
	Math
	S1001
	HST205A
	C

	S1002
	Chin
	Ann
	Math
	S1001
	ART103A
	A

	S1002
	Chin
	Ann
	Math
	S1020
	MTH101B
	A

	S1002
	Chin
	Ann
	Math
	S1020
	CSC201A
	B

	S1005
	Lee
	Perry
	History
	S1010
	MTH103C
	

	S1005
	Lee
	Perry
	History
	S1001
	HST205A
	C

	S1005
	Lee
	Perry
	History
	S1002
	MTH103C
	B

	S1005
	Lee
	Perry
	History
	S1020
	CSC201A
	B

	S1005
	Lee
	Perry
	History
	S1002
	ART103A
	D

	S1005
	Lee
	Perry
	History
	S1010
	ART103A
	

	S1005
	Lee
	Perry
	History
	S1020
	MTH101B
	A

	S1005
	Lee
	Perry
	History
	S1001
	ART103A
	A

	S1005
	Lee
	Perry
	History
	S1002
	CSC201A
	F

	S1010
	Burns
	Edward
	Art
	S1002
	ART103A
	D

	S1010
	Burns
	Edward
	Art
	S1001
	HST205A
	C

	S1010
	Burns
	Edward
	Art
	S1002
	CSC201A
	F

	S1010
	Burns
	Edward
	Art
	S1001
	ART103A
	A

	S1010
	Burns
	Edward
	Art
	S1002
	MTH103C
	B

	S1010
	Burns
	Edward
	Art
	S1010
	MTH103C
	

	S1010
	Burns
	Edward
	Art
	S1020
	MTH101B
	A

	S1010
	Burns
	Edward
	Art
	S1020
	CSC201A
	B

	S1010
	Burns
	Edward
	Art
	S1010
	ART103A
	

	S1013
	McCarthy
	Owen
	Math
	S1010
	ART103A
	

	S1013
	McCarthy
	Owen
	Math
	S1002
	ART103A
	D

	S1013
	McCarthy
	Owen
	Math
	S1001
	HST205A
	C

	S1013
	McCarthy
	Owen
	Math
	S1002
	MTH103C
	B

	S1013
	McCarthy
	Owen
	Math
	S1020
	CSC201A
	B

	S1013
	McCarthy
	Owen
	Math
	S1010
	MTH103C
	

	S1013
	McCarthy
	Owen
	Math
	S1002
	CSC201A
	F

	S1013
	McCarthy
	Owen
	Math
	S1001
	ART103A
	A

	S1013
	McCarthy
	Owen
	Math
	S1020
	MTH101B
	A

	S1015
	Jones
	Mary
	Math
	S1001
	ART103A
	A

	S1015
	Jones
	Mary
	Math
	S1020
	MTH101B
	A

	S1015
	Jones
	Mary
	Math
	S1001
	HST205A
	C

	S1015
	Jones
	Mary
	Math
	S1020
	CSC201A
	B

	S1015
	Jones
	Mary
	Math
	S1010
	MTH103C
	

	S1015
	Jones
	Mary
	Math
	S1002
	ART103A
	D

	S1015
	Jones
	Mary
	Math
	S1010
	ART103A
	

	S1015
	Jones
	Mary
	Math
	S1002
	CSC201A
	F

	S1015
	Jones
	Mary
	Math
	S1002
	MTH103C
	B

	S1020
	Rivera
	Jane
	CSC
	S1001
	HST205A
	C

	S1020
	Rivera
	Jane
	CSC
	S1002
	ART103A
	D

	S1020
	Rivera
	Jane
	CSC
	S1010
	ART103A
	

	S1020
	Rivera
	Jane
	CSC
	S1020
	CSC201A
	B

	S1020
	Rivera
	Jane
	CSC
	S1001
	ART103A
	A

	S1020
	Rivera
	Jane
	CSC
	S1002
	CSC201A
	F

	S1020
	Rivera
	Jane
	CSC
	S1002
	MTH103C
	B

	S1020
	Rivera
	Jane
	CSC
	S1020
	MTH101B
	A

	S1020
	Rivera
	Jane
	CSC
	S1010
	MTH103C
	


Theta Join

	We can define several operations based on the product of tables.  The most general one is called the THETA JOIN.  The theta join is defined as the result of performing a SELECT operation on the product.  For example, we might want only those tuples of the product where the credits value is greater than 50.  Here, theta is   , and we could write the query as

Student TIMES Enroll WHERE credits  50

This is equivalent to

Student TIMES Enroll GIVING Temp
SELECT Temp WHERE credits   50

or, symbolically    

 credits50 (Student x Enroll)           
The symbol |x| is sometimes used to stand for the theta join.  We note that for any two relations, X and Y, the theta join is defined symbolically as

A |x| B = (A x B)
    
	Since the product is a slow operation requiring, in the example above, 63 concatenations, it would be more efficient to perform the selection first and then do the product, provided that sequence of operations gives the same result.  A more efficient form, requiring only 18 concatenations, is

SELECT Student WHERE credits  50 GIVING Temp2
Temp2 TIMES Enroll

or (credits50(Student))x Enroll     


Equijoin

Although the product is a valid operation, we would rarely be interested in forming concatenations of rows of Student with rows of Enroll having a different stuId.  A more common operation involving the product of tables is the one in which we ask for only those rows of the product in which the values of the common columns are equal.  When the theta is equality on the common columns, we have the EQUIJOIN of tables.  To form the equijoin, then, we start with two tables having a common column or columns.  We compare each tuple of the first with each tuple of the second and choose only those concatenations in which the values in the common columns are equal.  We would form the equijoin of  Student and Enroll by choosing those tuples of the product with matching stuId values.  Figure 4.6 shows

Student EQUIJOIN Enroll 

written symbolically as 

Student |x| Student.stuId=Enroll.stuId Enroll


	Student Equijoin Enroll

	Student.stuId
	lastName
	firstName
	major
	credits
	Enroll.stuId
	classNumber
	grade

	S1001
	Smith
	Tom
	History
	90
	S1001
	HST205A
	C

	S1001
	Smith
	Tom
	History
	90
	S1001
	ART103A
	A

	S1002
	Chin
	Ann
	Math
	36
	S1002
	MTH103C
	B

	S1002
	Chin
	Ann
	Math
	36
	S1002
	CSC201A
	F

	S1002
	Chin
	Ann
	Math
	36
	S1002
	ART103A
	D

	S1010
	Burns
	Edward
	Art
	63
	S1010
	MTH103C
	

	S1010
	Burns
	Edward
	Art
	63
	S1010
	ART103A
	

	S1020
	Rivera
	Jane
	CSC
	15
	S1020
	MTH101B
	A

	S1020
	Rivera
	Jane
	CSC
	15
	S1020
	CSC201A
	B



Figure 4.6 Student EQUIJOIN Enroll 
         
Note that this is equivalent to

Student TIMES Enroll GIVING Temp3    
SELECT Temp3 WHERE Student.stuId = Enroll.stuId

or     Student.stuId=Enroll.stuId(Student x Enroll)
         

If we had more than one common column, both sets of values would have to match.          

Natural Join          

	You may notice that, by definition, we always have at least two identical columns in an equijoin.  Since it seems unnecessary to include the repeated column, we can drop it and we define a NATURAL JOIN as an equijoin in which the repeated column is eliminated.  This is the most common form of the JOIN operation, so common, in fact, that this is what is usually meant by JOIN.  When we mean the natural join we simply write 

tableName1 JOIN tableName2 [GIVING newTableName]

We can use the symbol |x| for the natural join, as in

tableName1 |x| tableName2
   
The natural join of Student and Enroll would produce a table identical to the one in 

Figure 4.6, except the second stuId column would be dropped.  Figure 4.7 shows the natural join of Faculty and Class.


	Faculty Natural Join Class

	facId
	name
	department
	rank
	classNumber
	schedule
	room

	F101
	Adams
	Art
	Professor
	ART103A
	MWF9
	H221

	F105
	Tanaka
	CSC
	Instructor
	CSC203A
	MThF12
	M110

	F105
	Tanaka
	CSC
	Instructor
	CSC201A
	TuThF10
	M110

	F110
	Byrne
	Math
	Assistant
	MTH103C
	MWF11
	H225

	F110
	Byrne
	Math
	Assistant
	MTH101B
	MTuTh9
	H225

	F115
	Smith
	History
	Associate
	HST205A
	MWF11
	H221



Figure 4.7 Faculty|x|Class 
             
SemiJoin

	Several other types of join operators can be defined.  One variation is the SEMIJOIN of two tables.  If A and B are tables, then the left-semijoin A |x  B,is found by taking the natural join of A and B and then projecting the result onto the attributes of A.  The result will be just those tuples of A that participate in the join.  For the Student and Enroll tables shown in Figure 4.1, the left-semijoin of Student by Enroll, written as

Student LEFT-SEMIJOIN Enroll 

or, symbolically  Student |x Enroll  

is shown in Figure 4.8.  Note that semijoin is not commutative. For example, Student LEFT SEMIJOIN Enroll is different from Enroll LEFT SEMIJOIN Student. In addition to the left-semijoin, we can define the right-semijoin of A and B, written A x| B, which is found by taking the natural join of A and B and then projecting the result onto the attributes of B.  For Student x| Enroll, this is the projection onto the Enroll table of the natural join, that is, those tuples of Enroll that participate in the join (namely, all of them).  Its columns are stuId, classNumber, and grade, and it has the same tuples as the Enroll table.  
	Student LEFT-SEMIJOIN Enroll

	stuId
	lastName
	firstName
	major

	S1001
	Smith
	Tom
	History

	S1002
	Chin
	Ann
	Math

	S1010
	Burns
	Edward
	Art

	S1020
	Rivera
	Jane
	CSC



Figure 4.8 Student LEFT-SEMIJOIN Enroll

OuterJoin

	Another type of join operation is the OUTERJOIN.  This operation is an extension of a THETA JOIN, an EQUIJOIN or a NATURAL JOIN operation.  When forming any of these joins, any tuple of one of the original tables for which there is no match in the second table does not enter the result.  For example, in an equijoin for tables with a common column, a row in the first table does not participate in the result unless there is a row in the second table with the same value for the common column.  We saw, for example, that the row "S1015 Jones Mary Math 42" from the Student table was not represented in the Student EQUIJOIN Enroll table shown in Figure 4.6, because there was no row of Enroll having S1015 as the stuId value.  Neither were rows for S1005 nor S1013.  In an outerjoin, such unmatched rows appear, with null values for the attributes that the other table contributes to the result.  For example, let us form the outer-equijoin of Student and Faculty where we compare Student.lastName with Faculty.name.  As shown in Figure 4.9(a), we include all the rows in Student EQUIJOIN Faculty (i.e.all the Student tuples with the Faculty tuples having the same last name), and add in the rows from Student that have no matching Faculty rows,  placing null values in the facid, name, department, and rank columns.  We also include any rows of Faculty for which the name value does not have a match in the Student table.  
	A variation of the outer equijoin shown is a LEFT OUTER EQUIJOIN, which means only unmatched rows from the first (left) table appear in the result, along with the equal tuples.  The left outer equijoin of Student and Faculty is shown in Figure 4.9(b).  In a RIGHT OUTER EQUIJOIN we include unmatched rows from the second (right) table, as well as the equal tuples, as shown for Student and Faculty in Figure 4.9(c).  We can also define the general outer theta join, the left outer theta join, and the right outer theta join in a similar manner.
	The outer natural join is similar to the outer equijoin, except that we drop the repeated column(s) as usual for a natural join.  If the joined rows have an equal non-null value for a repeated column, we use that value in the common column.  If both have null values, we use a null, and if one has a null value and the other not, we use the non-null value in the result.



	Student OUTER-EQUIJOIN Faculty

	stuId
	lastName
	firstName
	major
	facId
	name
	department
	rank

	S1001
	Smith
	Tom
	History
	F221
	Smith
	CSC
	Professor

	S1001
	Smith
	Tom
	History
	F115
	Smith
	History
	Associate

	S1002
	Chin
	Ann
	Math
	
	
	
	

	S1005
	Lee
	Perry
	History
	
	
	
	

	S1010
	Burns
	Edward
	Art
	
	
	
	

	S1013
	McCarthy
	Owen
	Math
	
	
	
	

	S1015
	Jones
	Mary
	Math
	
	
	
	

	S1020
	Rivera
	Jane
	CSC
	
	
	
	

	
	
	
	
	F101
	Adams
	Art
	Professor

	
	
	
	
	F105
	Tanaka
	CSC
	Instructor

	
	
	
	
	F110 
	Byrne
	Math
	Assistant




Figure 4.9(a) Student OUTERJOIN Faculty


	Student LEFT-OUTER-EQUIJOIN Faculty

	stuId
	lastName
	firstName
	major
	facId
	name
	department
	rank

	S1001
	Smith
	Tom
	History
	F221
	Smith
	CSC
	Professor

	S1001
	Smith
	Tom
	History
	F115
	Smith
	History
	Associate

	S1002
	Chin
	Ann
	Math
	
	
	
	

	S1005
	Lee
	Perry
	History
	
	
	
	

	S1010
	Burns
	Edward
	Art
	
	
	
	

	S1013
	McCarthy
	Owen
	Math
	
	
	
	

	S1015
	Jones
	Mary
	Math
	
	
	
	

	S1020
	Rivera
	Jane
	CSC
	
	
	
	



Figure 4.9(b) Student LEFT-OUTER-EQUIJOIN Faculty


	Student RIGHT-OUTER-EQUIJOIN Faculty

	stuId
	lastName
	firstName
	major
	facId
	name
	department
	rank

	S1001
	Smith
	Tom
	History
	F221
	Smith
	CSC
	Professor

	S1001
	Smith
	Tom
	History
	F115
	Smith
	History
	Associate

	
	
	
	
	F101
	Adams
	Art
	Professor

	
	
	
	
	F105
	Tanaka
	CSC
	Instructor

	
	
	
	
	F110 
	Byrne
	Math
	Assistant



Figure 4.9(c) Student RIGHT-OUTER-EQUIJOIN Faculty
Division 

Division is a binary operation that can be defined on two relations where the entire structure of one (the divisor) is a portion of the structure of the other (the dividend).  It tells us which values in the attributes that appear only in the dividend appear with all the rows of the divisor.  An example is shown in Figure 4.10.  Here, the structure of the Stu table shown in Figure 4.10(b) is contained within the structure of the Club table shown in Figure 4.10(a), so we can divide Club by Stu.  The results, shown in Figure 4.10 (c) will be those values of ClubName appear with every value of StuNumber and StuLastName, that is, the names of the clubs that all of the students belong.

	Club

	ClubName
	StuNumber
	StuLastName

	Computing
	S1001
	Smith

	Computing
	S1002
	Chin

	Drama
	S1001
	Smith

	Drama
	S1002
	Chin

	Drama
	S1005
	Lee

	Karate
	S1001
	Smith

	Karate
	S1002
	Chin

	Karate
	S1005
	Lee


	Stu

	StuNumber
	StuLastName

	S1001
	Smith

	S1002
	Chin

	S1005
	Lee




Figure 4.10(a) The Club Table				Figure 4.10 (b) The Stu Table



	Club DividedBy Stu

	ClubName

	Drama

	Karate




Figure 4.10(c)  Club  Stu
	Notice that this division is equivalent to the following operations:

PROJECT Club OVER (ClubName) GIVING Temp1
Temp1 TIMES Stu GIVING Temp2
Temp2 MINUS Club GIVING Temp3
PROJECT Temp3 OVER ClubName GIVING Temp4
Temp1 MINUS Temp4 GIVING Quotient

Set Operations:  Union, Difference, Intersection

Since relations are basically sets of n-tuples, relational algebra includes a version of the basic set operations of union, intersection, and set difference.  For these binary operations to be possible, the two relations on which they are performed must be union compatible.  This means that it is possible to do a union operation since they have the same basic structure.  In particular, they must have the same degree and attributes in the corresponding position in both relations must have the same domains.  For example, the third column in the first table must have the same domain as the third column in the second table, although the column names could be different.  The result of each of the set operations is a new table with the same structure as the two original tables.   The four tables we have been working with all have different structures, so no pair of them is union compatible.  Therefore we will use the two tables in Figure 4.11(a) for set operations.  We assume that the MainFac table contains records of faculty members teaching at the main campus, while the BranchFac table contains records of those teaching at the branch campus of the university.  Some faculty members teach at both locations.  
	The union of two relations is the set of tuples in either or both of the relations.  For example, we can find the union of Mainfac and Branchfac as follows:

MainFac UNION BranchFac 

or, symbolically    

MainFac  BranchFac

The result is shown in Figure 4.11 (b).
	The intersection of two relations is the set of tuples in both of the relations simultaneously.  The intersection of MainFac and BranchFac, 

MainFac INTERSECTION BranchFac

or, symbolically,

MainFac ∩ BranchFac

is shown in Figure 4.11 (c).  
	The difference between two relations is the set of tuples that belong to the first relation but not to the second.  Therefore 

MainFac MINUS Branchfac

or, symbolically,

MainFac - BranchFac

is the table shown in Figure 4.11 (d).

	
	MainFac

	FacID
	name
	department
	rank

	F101
	Adams
	Art
	Professor

	F105
	Tanaka
	CSC
	Instructor

	F221
	Smith
	CSC
	Professor


	BranchFac

	FacId
	name
	department
	rank

	F101
	Adams
	Art
	Professor

	F110
	Byrne
	Math
	Assistant

	F115
	Smith
	History
	Associate

	F221
	Smith
	CSC
	Professor





Figure 4.11(a) Union-Compatible Relations MainFac and BranchFac


	MainFac UNION BranchFac

	FacId
	name
	department
	rank

	F101
	Adams
	Art
	Professor

	F105
	Tanaka
	CSC
	Instructor

	F110
	Byrne
	Math
	Assistant

	F115
	Smith
	History
	Associate

	F221
	Smith
	CSC
	Professor



Figure 4.11 (b) MainFac UNION BranchFac


	MainFac INTERSECTION BranchFac

	FacId
	name
	department
	rank

	F101
	Adams
	Art
	Professor

	F221
	Smith
	CSC
	Professor



Figure 4.11(c) MainFac INTERSECTION BanchFac

	MainFac MINUS BranchFac

	FacId
	name
	department
	rank

	F105
	Tanaka
	CSC
	Instructor



Figure 4.11(c) MainFac MINUS BanchFac


Figure 4.11 The set operations 

Many extensions of relational algebra exist.  Methods of treating null values in a systematic fashion have been added to the standard operators, and aggregate functions such as SUM, AVG, MAX, MIN, and COUNT have been defined by various researchers.
